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Computing	challenges	for	the	Next	Generation	Very	Large	Array	
(ngVLA)	are	not	always	the	ones	that	first	come	to	mind.	Current	
design	concepts	have	visibility	data	rates	which	allow	the	
permanent	storage	of	the	raw	visibility	data,	and	although	
challenging,	the	calibration	and	imaging	processing	for	the	ngVLA	is	
not	beyond	the	capabilities	of	existing	systems	(let	alone	those	that	
will	exist	when	ngVLA	construction	is	completed).

Design	goals	include	a	system	that	supports	a	wide	range	of	PI-
driven	projects,	end	to	end	data	management,	and	the	production	
of	science	ready	data	products.	This	should	be	accomplished	while	
minimizing	the	operating	costs	of	an	array	consisting	of	hundreds	of	
elements	distributed	over	an	area	of	nearly	100,000	km2.

We	discuss	a	proposed	architecture	of	the	computing	system,	
design	constraints	for	a	detailed	design,	and	some	possible	design	
choices	and	their	implications.

PI Project	Based

Like other	NRAO	Telescopes	ngVLA	will	be	driven	
primarily	by	PI	Projects.
• Flexible	usage	patterns
• General	purpose	data	reduction	facilities
• Dynamically	scheduled

End	to End	Data	
Management

Expectations are	for	a	flexible	and	intuitive	suite	of	tools	
to	manage	full	project	lifecycle.
• Proposal	Preparation
• Observing	Preparation
• Archiving	and	Data	Retrieval

Large	N	Array

Strawman	designs	have	between 100	and	200	antenna	
elements.
• Automated	fault	detection	and	identification
• Sub-arraying	capabilities
• Resilient	to	hardware	failures
• Modular	operational	model

Geographically	
Distributed

Antennas	will	be	distributed over	100s	of	kilometers
• No	routine	manual	intervention
• Local	control	and	monitoring	to	support	hardware	

troubleshooting	at	remote	locations.
• Robust	to	temporary	communication	interruptions.

Minimize Operations	
Costs

ngVLA	Operations	Costs must	be	smaller	fraction	of	total	
capital	cost.
• Software	system	must	handle	all	routine	tasks	with	

minimal	human	intervention.
• Minimize	required	visits	to	antenna’s	particularly	

remote	locations

Science	Ready	Data	
Products

Efficient	processing	to	produce	calibrated	spectra,	
images,	and	cubes	for	scientific	analysis	and	publication.
• Scientific	intent	capture	as	part	of	observing	

preparation.
• Calibration	strategy	is	observatory	responsibility.
• High	quality	data	directly	from	system,	because	fault	

and	error	detection	in	post-processing	is	expensive

The	Big	Question
The	most	fundamental	design	decision	for	ngVLA	computing	is	if	the	
required	data	rates	permit	the	post	correlation	data	products	(visibilities)	
to	be	archived	or	if	data	must	be	processed	in	real	time	and	discarded.		This	
is	a	function	both	of	the	expected	cost	of	long	term	storage	and	the	rate	at	
which	data	is	required	to	be	archived	to	meet	the	scientific	imaging	
requirements.

Scientifically	the	data	rate	is	determined	by	the	allowable	spectral	channel	
size	and	integration	time.		These	in	turn	depend	on	the	ratio	of	the	
synthesized	beam	to	the	primary	beam,	as	well	as	the	field	of	view	to	be	
imaged.		The	ngVLA’s focus	on	frequencies	above	10	GHz	implies	that	the	
full	field	of	view	does	not	need	to	be	imaged,	and	keeps	the	corresponding	
data	rates	in	achievable	ranges.		Even	in	the	range	of	1	to	10	GHz	the	
implied	data	rates	appear	to	be	achievable	with	a	reasonable	budget	
(provided	that	historic	trends	for	the	cost	for	storage	continue).		

Although	the	design	parameters	for	the	ngVLA	are	still	being	developed,	it	
appears	that	the	ngVLA	will	be	able	to	operate	as	previous	NRAO	
telescopes	and	store	the	visibilities	allowing	offline	processing	and	
reprocessing	capabilities.		This	is	an	important	simplification	of	the	overall	
architecture	and	allows	us	to	separate	the	“data	acquisition”	software	from	
the	“data	processing”	software.

Software	Design	Drivers
Operations	Software

The	operations	software	element	is	responsible	for	tracking	projects	
from	PI	proposal,	through	the	data	acquisition	and	processing	
stages	to	the	endpoint	of	delivery	of	science	ready	products	to	the	
PI	(and	through	the	archive	to	the	community).		

Because	the	primary	products	of	the	telescope	are	science	products	
(spectra,	images,	and	cubes)	the	observatory	is	responsible	for	the	
calibration	strategy	for	each	observation.		Some	implications:
• The	proposal	(or	preparation	tool)	must	capture	the	parameters	

of	the	desired	scientific	products	as	well	as	the	observations.
• Simplified	observing	proposal	as	the	calibration	strategy	will	be	

[mostly]	provided	by	the	observatory.

Data	Acquisition
NRAO	has	extensive	expertise	both	from	the	Expanded	VLA	project	
(EVLA),	and	through	it’s	leadership	of	key	subsystems	for	the	
Atacama	Large	Millimeter/	submillimeter	Array	(ALMA).		The	data	
acquisition	subsystem	for	the	next	generation	VLA	in	most	ways	is	
simply	an	extension	of	what	is	already	done	for	existing	telescopes.		
However	to	support	efficient	operations	and	production	of	science	
ready	data	products,	shifts	in	focus	and	design	may	be	required.

The	primary	challenge	for	the	data	acquisition	system	is	the	
increased	number	of	antenna	elements.		Both	to	facilitate	trouble	
shooting	and	to	increase	stability	of	the	system	each	antenna	
should	be	locally	controlled,	self-diagnosing,	and	as	locally	sufficient	
as	possible.		One	possibility	to	be	considered	is	to	form	the	spectral	
products	(the	“F”	of	an	FX	correlator	design)	at	the	antenna.	 Each	
antenna	will	receive	a	sequence	of	time	tagged	scans	to	be	
performed	and	will	be	locally	responsible	for	antenna	pointing,	
tuning,	and	configuration.		Delivery	to	the	central	facility	a	data	
stream,	including	assertions	to	the	validity	of	the	data	(flags),	is	the	
primary	product	of	each	antenna	element.

Software	Architecture
Although	the	ngVLA	is	a	revolutionary	instrument	in	its	scientific	capabilities,	from	the	software	perspective	it	is	very	similar	to	other	NRAO	
telescopes.		The	fundamental	decision	that	it	will	be	possible	to	store	the	visibilities	from	the	correlator,	and	decouple	the	processing	of	the	data	
from	the	data	acquisition	simplifies	the	design	with	a	single	science	data	format	as	the	interface	between	the	two	subsystems.		

We	avoid	the	designation	of	online	and	offline	as	the	processing	component	will	be	as	central	to	operations	as	the	data	acquisition.		Operations	
software	will	be	required	to	interface	with	both	subsystems	to	
efficiently	deliver	science	ready	data	products	to	the	community. Science	Data	Model

The	science	data	model	is	the	interface	between	the	data	acquisition	and	
data	processing	components.		Although	manageable,	the	volume	of	data	
produced	by	the	ngVLA	requires	efficient	data	handling	throughout	the	
system.
• Data	should	be	archived	in	a	working	format,	obviating	the	need	to	first	

”fill”	the	data	before	processing.
• Data	should	be	atomically	accessible	at	the	scan	level,	removing	the	

need	to	seek	through	data	sets	for	data	relevant	to	a	particular	process.

Data	Processing
NRAO	is	committed	to	delivering	science	ready	data	products	to	the	
community.		Significant	progress	has	already	made	with	the	delivery	of	
images	from	the	ALMA	pipeline	in	Cycle	4,	the	availability	of	a	calibration	
pipeline	for	the	Jansky VLA,	and	the	imaging	pipelines	under	development	
to	support	the	Very	Large	Array	Sky	Survey	(VLASS).		The	infrastructure	and	
software	to	support	the	ngVLA	is	the	logical	extension	of	this	already	
existing	effort.

Most	of	the	science	drivers	for	the	ngVLA	can	be	achieved	with	current	
generation	imaging	algorithms.			High	dynamic	range	or	ultra	wideband	
imaging	may	require	new	algorithms,	but	this	has	not	yet	been	studied	
either	from	the	science	or	algorithmic	point	of	view.	

However	significant	improvement	in	scalability	of	processing	is	required.		
This	improvement	will	benefit	current	generation	telescopes	as	well.		
Modification	of	the	casacore libraries	to	support	wide	parallelization	and	
multithreading	access	is	an	important	initial	step.

The	lowest	frequency	band	is	an	important	parameter	for	the	data	
processing	system.		At	low	frequencies,	the	number	of	visibilities	to	be	
processed	increases	(to	keep	the	fractional	bandwidth	of	the	channels	
constant),	the	sky	is	much	more	densely	populated	(requiring	larger	fields	
of	view	to	be	imaged),	and	radio	frequency	interference	becomes	a	limiting	
factor	in	the	ability	to	pipeline	process	data.
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